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1. Preface

Have you wondered how web services and open standards are defining the Environmental Web 2.0? Have you wondered how you can become part of a larger network of interoperable systems, as a data provider, data user, or both? Have you wondered how to contribute to an open-source community initiative to build out the working prototype of an end-to-end network of coastal data systems? If you answered “Yes” to any one these questions, then read on.

This document provides context for the latest developments in an initiative spawned by a community of software developers and data managers who have been working for more than two years (more than 5 years, in some cases) to create a distributed, standards-based network of ocean sensors and data systems. We’ve built a virtual test center for creating software tools and guidance documents that makes it as easy as possible for new participants to get involved, and to help them stay on top of the complex and rapidly evolving world of open standards. Although the standards may be complex, our standards-compliant software should be easy to implement. If it’s not easy, please let us know. We’ll work on it, and welcome any of your contributions.
2. Environmental Web

The environmental web involves an interactive network with: (1) a sensor web that includes real-time sensors collecting and disseminating observations and data archives that provide retrospective context and enable predictions into the future, (2) modeling systems that actually turn the data into predictions and (3) decision tools that add value for a broad array of end users, be they research scientists or emergency responders. In our vision for the future, the entire range of users share information and data using a common (cyber)infrastructure.
2.1. User Scenario—A Glimpse of the Future
…[This section presents a high level, visionary scenario. It will motivate detailed use cases enabled by the reference implementations. It should be an end-to-end scenario (from sensor to product) and it should start with the user: emergency responder using a decision tool to mitigate effects of coastal hazard/event—tool requires data from multiple agencies and sources, along with scientific analysis & interpretation.]

2.2. A Web of Sensors Vision
The world of self-locating, self-reporting and, in some cases, self-guiding sensors is on its way. In some cases, it’s already here (you probably have one in your pocket). And technology advances fast because of the declining costs of processors, increasing availability of wireless technologies, improving communications bandwidth, reducing power requirements, etc. The multi-trillion dollar Internet economy that drives these technical advances is beyond our control. But we must decide how we will use these technologies to change the way we monitor and understand the environment in which we live. That’s the problem we’re taking on in this document: creating a way to take advantage of all the new environmental sensors and data.
2.3. Conceptual Design—Service-Oriented Approach
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Should all sensors be build alike to create a single web of sensors?  Fortunately, this is not required. Instead, the sensors need to be able to talk in a common way—or if they can't, we need to build some translators for them.

To put it in technical terms, all individual data sources (sensors, databases, software processes, data archives, and so on) need not be standardized at the component level.  In a small to mid-size project, component standardization is practical and often preferable. But for a major program to work with many different systems, the pragmatic approach is to make the interfaces—the connections between the data sources—compatible. 

By putting lightweight service layers, speaking the same standard interface languages, in all the data sources, we can make it relatively easy (and cost effective) for legacy systems to plug into an interoperable "system of systems". The interoperability framework includes the various requisite system services that that create a coordinated system distributed components.

A similar set of service layers can provide services to systems that want to use the data, either to let people view the information on a screen, or to perform further computations that generate additional data.  Those processing systems can use the same service layers, or interfaces, to submit their processing results, making those products equally available to the data users. The common interface standards lead to an explosion of products and capabilities.
2.4. Interoperability—System of Systems
There are two paths to the Environmental Web. There’s one for new systems that have the luxury of being designed from scratch, and there’s one for pre-existing (legacy) systems that need to be brought up to speed. Both paths involve a service-oriented approach, which is a design philosophy that underlies much of the World Wide Web, particularly the transaction-oriented aspects associated with the Web 2.0. The tools and lessons learned from OOSTethys should accelerate progress down both paths.

The path for legacy systems is being taken in federal agencies through adoption of a common “Federal Enterprise Architecture.” This is a non-trivial task. Publicly accessible satellite systems do this routinely, but the real challenge is with in-situ sensor systems and predictive numerical models used for everything from weather forecasting to predicting climate change. For example, NOAA conducted two independent conceptual design studies each proposed a 20-year, $5 billion price tag to make these systems interoperable along the path to achieving an Integrated Ocean Observing System (IOOS). These cost estimates point to the scale of the problem. Meanwhile, other federal agencies have progressed toward distributed systems with varying levels success. The EPA has its National Environmental Information Exchange Network (it uses a SOAP-based service-oriented architecture), the USGS has a National Biological Information Infrastructure, and there are many others. 

For new systems, such as the cutting-edge NSF Ocean Observatories Initiatives (OOI), the costs of becoming part of a larger “system of systems” can be relatively low if interoperability becomes a design requirement. These new systems will surely use a service-oriented approach to making their data available to distributed communities of scientists. The OOI is only one of the many research-driven initiatives trying to implement the “Cyberinfrastructure vision for the 21st Century” [REFERENCE]. And the list extends well beyond single-agency initiatives to include multi-faceted public and private partnerships such as the Ocean Biogeographic Information System (OBIS), the National Ecosystem Observatory Network (NEON), the Encyclopedia of Life, and others. 

The two initiatives driving OOSTethys are the coastal program at the Southeastern Universities Research Association called SCOOP (http://scoop.sura.org) and the Marine Metadata Interoperability project (MMI, http://marinemetadata.org). They are doing some of their work in the context of the Open Geospatial Consortium (OGC, http://www.opengeospatial.org), a major standards organization described further in section 5 and at its web site.  These organizations are coordinating on technical approaches to build the way our sensors can work together. 
3. The Power of Community

The OOSTethys initiative and the closely coupled OGC Ocean Science Interoperability Experiment involve an open and distributed community working to achieve the bigger vision. There are three kinds of participants: (1) data providers who can use OOSTethys software downloads, cookbooks, and HOWTOs to implement OGC web services to distribute their data; (2) data users who can explore web-based visualizations from the OOSTethys reference implementation, then obtain the source code and best practice documentation to begin creating their own solutions; and (3) the core developers who create, test and share the underlying software components. 
The community of developers that collaborate on this project have incredible power and value to their collaboration. Some are experts in the standards, some are experienced software engineers, and some are data managers that go out to sea and collect the data. It’s hard to find all of these attributes in one person or even one organization, which is why the community approach is so valuable. OOSTethys has them all, because the community includes a variety of individuals distributed across the country and around the globe.

Beyond these direct participants, program managers, project managers, and system developers benefit from the availability of rich, well-built, documented examples of interoperable data exchange, highlighting the most current web service, semantic, and sensor metadata technologies, as well as the best practices identified by the community.  Standards developers like OGC benefit from the concrete development activities, that are both rigorously testing existing standards, and proposing best practices and enhancements for the users of those standards. And the larger community of institutions that provide and use OOSTethys data gets to enjoy the data visibility and utility that come from an integrated system of systems.
3.1. A Working Proof of Concept

Software development and testing occurs with operating systems, many of which include real-time sensors. The overall distributed system also includes a variety of client applications, notably the working examples at OpenIOOS.org.

When new versions of standards are produced, the OOSTethys team attempts to integrate them into the proof of concept as quickly as possible. Problems are identified, discussed internally and with the standards organizations, and resolved, with the results documented on the site.

3.2. Products: Design, Cookbooks, Best Practices, Software

OOSTethys has released a number of products and continues to update them. This document is a product of OOSTethys, but the more compelling ones for software developers are the products that let them do their jobs, using the most professional standards and practices to get the best possible results.

3.2.1. System Designs

An outline of the OOSTethys system design is presented in the next section, and more content is available on the web site. Despite all the work done in standardization and web services and interoperable frameworks, it can be very hard to find a good basic example of an interoperable system design. The OOSTethys design is relatively simple, and is presented in a basic form on the web site. (More advanced design products like sequence diagrams are also available, but these are not as complete.)

3.2.2. Reference Implementation Software

The reference implementations of the standards-compliant service layers are key outcomes. There’s tremendous value locked up in these reference implementations because they’ve been developed and tested in real-world systems. The reference implementations represent many thousands of hours of software development and testing in a real-world setting. They are available for free. 

3.2.3. Cookbooks

The OOSTethys cookbooks strive to make it easy to use the reference software and concepts in the developer's own technological environment. OOSTethys is not developing a set of plug-in software that will work in any data office on any computer platform. Rather, we are presenting a set of working examples that reasonably experienced developers can use to build their own systems. The cookboooks provide a fast start to understanding and running the example software, so developers can quickly move on to building their own software for their own needs.

3.2.4. Best Practices

Many of the standards used by OOSTethys are complex, often recent specifications being applied to particular scenarios relevant to the community of interest. Many interesting and unanticipated technical questions arise when even experienced developers apply standards in ways not considered or not previously implemented. As the OOSTethys development proceeds, its developers identify and pursue all sorts of questions about the applications of standards to the interoperable framework that OOSTethys is trying to instantiate. 

The responses to these issues represent perhaps the most critical of the OOSTethys contribution to the community. The results provide concrete guidance to the community, help inform the evolution of the standards, and provide a solid baseline of implementation practices that are easily copied by developers that follow. All the best practices developed by OOSTethys that relate to the OGC standards are documented in a best practices report issued through OGC. Perhaps even better, the web pages identifying, discussing, and clarifying those best practices are visible to the community throughout their development, and feedback from the developer and standards community is encouraged.

4. System Design
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4.1. Design Requirements

Interoperability isn’t a goal by itself, it’s a feature of a useful network of shared information. Our goal for the Environmental Web 2.0 is a networked “system of systems” that provides value to its participants (particularly the data users), and is sufficiently compelling for data providers that they want to go to the effort to become part of the system. (Interest increases when participants are both data users and data providers!) We need to build the network to a set of design requirements that provide useful results to participants.

The high level requirements for OOSTethys:

1. Data in the network should be discoverable and accessible through standardized networked interfaces, regardless of the data provider,

2. Data should include documentation of provenance and processes (such as data source and quality control), while respecting the authority of the original data provider without whom the data wouldn’t be in the network,

3. Data should be accompanied by sufficient documentation (i.e., metadata) to be usable in an automated application,
4. Data descriptions should be understandable across multiple heterogeneous systems (which means the terms used must be defined and precisely identified), and

5. All solutions should scale across as many axes as possible, but in particular in the number of data records transmitted, the ability to add providers and users to the system, and the number of data parameters, data sources and procedures, and measurement locations.

Most existing clearinghouses, if they manage or access data at all, only support accessing the data through manual means. Most existing systems, even nominally advanced ones, support at most narrow process metadata, with no controlled vocabularies or automated processing possible. Some existing standards like WMS focus on image exchange, but not data exchange, and not the kind of data exchange required for workflows and other automated, interoperable systems.  Most of the existing solutions scale very poorly across different providers, parameters, and processes.
4.2. Use Cases & Functional Requirements

Describe the use cases that will be implemented with the reference implementations of the OCEANS IE. Use some stick figures/UML. Include a table of functional requirements implemented in the OCEANS IE. Will the OIE focus be confusing?
4.2.1. Oceans IE—Detailed Use Cases

OOSTethys/Oceans IE Best Practices stuff…(from 4 May 2008 doc)
1. Find sensors in location of interest—From a heterogeneous and distributed network of instruments & data systems, find the sensor closest to a user-defined location: Requires search of a registry of services and parsing of results that were obtained from SOS GetCapabilities queries on each site. The best answer is probably dependent on the specific implementation of the registry. One could get the answer from the registry, or by querying the network. We still have work to do on the OOSTethys registry. 

2. Find observations in desired time range—For a specific instrument/data system, find data within user-defined time range: another registry service as above, or requires processing of the result from an SOS GetCapabilities.

3. Get latest observation—For a specific instrument/data system, SOS GetObservation using a specific query: In the OCEANS IE, we determined that the OGC specs do not handle a “GetLatest” use case.  The time parameter is optional. When the time parameter is missing, we decided that the best practice is to return the most recent value (for one time-stamp).  There’s no telling how old the value would be—it could be years old.  We have submitted proposals to OGC to resolve the ambiguity, and we hope for additions to the spec to enable this case.

4. Get the time series of observations—Once found your sensor of interest, confirm that time range exists with GetCapabilities, then request the time series with a single “…GetObservation&time=time1/time2…,” which returns all values between the two times.

5. Get some sensor info—DescribeSensor, obviously, but so far OOSTethys has focused only on platforms/moored buoys.  We have not done much in developing the DescribeSensor templates. Note: The current SOS paradigm is to use describeSensor&procedure=urn:gomoos.org:platform#A01, that is, “sensorId” has changed to “procedure.”  The response is SensorML, which can be used to describe a process chain from raw measurements to observations, but we have no yet done much work on this.  We return basic metadata, location, owner, contact info, etc and the list of observedProperties that this platform measures, etc.  John Graybeal has a separate MMI effort to develop an ontology of marine sensing devices that could be incorporated into OOSTethys at some point.

6. Get service listing—Users wants to know what’s out there and where, and where/how the services are defined. Best practice: Get this information from the OOSTethys registry (i.e., the REST analog of a WSDL file & UDDI registry)? UAH has developed an SOS registry. Someone has to go to a registry form and type in the GetCapabilities URL. Registry then gets results by querying the service, parsing the responses and inserting them into the registry database.  It has a search capability. Manil has investigated and perhaps implemented an OGC Catalog Services (CSW), which are based on the OASIS ebXML Registry Information Model (ebRIM).  He also set up a SOAP service for getting a list of SOS servers—there’s an OpenIOOS client that can get the latest lists.  OOSTethys has not yet really worked very hard on using this stuff.

7. Get quality-control info: Currently nothing is being done.  Janet Fredericks’ group at WHOI is just getting started.  The GoMOOS reference implementation in Perl only returns values listed as “good” by the “internal” GoMOOS QC standards, but the client doesn’t know about this level of QC.

8. OOSTethys service registry: See above.  Not much development on the client side yet.

9. Semantic mediator: Luis has very definite work accomplished on this and it was implemented in the Google Map SOS on openioos.org, mapping DMAC core variables to various SOS implementers’ variable terms.  We use RDF and OWL and the Perl parsing was quite easy.  Plans are in place to extend this to platform types, feature types, sensor classes, etc.  Only the very first step (observedProperty mappings) has been taken so far.

4.3. Service-Oriented Architecture
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Motivate the SOA for a system of systems—describe Luis’ Matryoshka architecture. roles .. registry, client, service
4.4. System Components—Interoperability Framework
Describe the OOSTethys interaction diagram with brief descriptions of each component. Individual subsections will go into more detail. John suggests deleting detailed sections, putting in just a few words about the diagram and reference the web site.
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4.4.1. Data Providers

Luis: Not sure about the organization of this section
Experience—Dublin Core, SOAP, own schemas … WFS and SOS.

Lessons learned from OGC IE… All experiment details in appendix or other documents

Effort: WFS requires creation of a schema, which means burden with maintenance, versioning, extensibility, standardizing, etc. SOS requires to adopt a set of specifications, which requires investing time to understand the specifications.
4.4.2. Registry 

Connecting distributed systems—OGC CS/W, OASIS EbRIM, ISO, FGDC, Dublin Core

4.4.3. Semantic Mediator

Translation services necessary because not all systems speak the same language—Vocabularies, Ontologies, Semantic Web, RDF, OWL, SPARQL

4.4.4. Data Aggregator

Because the whole is greater than the sum of the parts

4.4.5. Data Analyzer and Viewer

It’s all in the UI—just ask Steve Jobs. And don’t underestimate the value of a killer app—just ask Google.

4.4.6. Archiver

So that someone else can get their own copy to innovate in their own way. There’s more to it than real time.

4.4.7. Data Providers

Semantics capturing:

SOS captures naturally the semantics of an observation. WFS is a general feature request which only captures by default geographic queries. This mean that when creating WFS services is not possible to build a single client that will be able to query time, procedures and processes in a homogenous way. Within SOS the requests support and the encoding of the observation supports the semantics of an observation. ( see more in annex X)
5. Starting from Standards

5.1. Standards Enabling Innovation…But Which Standards?

5.1.1. Organizations and Processes

There are a variety of processes for setting standards, a variety of standards organizations and the standards themselves can be quite complex. Futhermore, the standards evolve with time. Keeping up with the complexity and change is time consuming, and can become an impediment to adoption of standards. All of this complexity points to the value of a community approach where a collection of experts with complementary perspectives work together, leveraging and respecting each others expertise and producing a shared tool set. This is the philosophy underlying OOSTethys.

5.1.2. Standards: First Adopt, then Adapt

When it comes to standards, OOSTethys partners use a design philosophy that has been advanced by the OceanUS Data Management and Communications (DMAC) Steering Team, namely, first adopt, then adapt, but create something new only when necessary. This philosophy has resulted in some important decisions. The difficulties arise because the standards can be complex and evolutionary. For individuals who have not been involved with the standards development process, adoption can be more difficult than creation. These are the individuals that stand to benefit most from a community-oriented process used by OOSTethys partners.

The development process describe in a later section also applies to the selection of standards. The selection of the standard in the OOSTethys context involves several steps:

1. review of technologies

2. make an assessment

3. pick (prioritize) and tell why ?

4. develop  - implement

We compared the Sensor Web Enablement (SWE) standards to the WxS standards already represented in OGC; the result of that comparison is in the Ocean Science Interoperability Experiment report. We selected the SWWE standards because we knew that they had an underlying data model and interface specification that anticipated many of our high-level requirements. This allowed us to focus on issues related to a relatively small set of specific use cases. 

5.2. Open Geospatial Consortium (OGC) Standards

5.2.1. How it works. 

Consensus standards & mult-sector membership

5.2.2. Two initiatives (WxS & SWE)

5.2.2.1 OGC WxS

· WFS - features

· WMS—maps

· WCS—gridded data

5.2.2.2 OGC SWE

· SOS

· SensorML

· O&M


5.3. Other Standards and Best Practices

5.3.1.1 Metadata

· Vocabularies

· ISO

· FGDC

· Vertical Datum?

5.3.1.2 Sensors and Data Systems

· NetCDF & CF

· OPeNDAP

· RDBMS

· Other files formats

5.4. Development Process

Within OOSTethys we take each “agreed component” seriously.  The following is performed for each component: (edit)
· Research: What are the best technologies and interfaces ?

· Check tools: What are the supported tools 

· Beta Implement: we do implementations 

· Decide: In group we decide where to move forward after all the previous steps

· Implement: Implement the best technologies

· Validate: We continuously validate, and maybe decide and implement again

· Facilitate: After we have implemented we document and create cookbooks to facilitate others to implement the selected technologies.
6. Future of OOSTethys

6.1. Using the System & Adding Value
6.1.1. Visualization—Google Maps

6.1.2. Clients

6.1.3. Registries

6.2. IOOS

Web Service Definition Group—Discuss increased collaboration. Emphasize working together toward a common solutions, working out discrepancies. 
6.3. Oceans IE—Phase 2

Let’s develop a real-world scenario that we can use to motivate the next OCEANS IE. PB would like this to involve coastal hazards—perhaps the one that we introduced in the beginning of this document.
6.4. Other Communities of Interest
Put this doc in context with: GALEON, CF, Exchange Network, OBIS
Issues

· WFS for SST was the initial focus, with MapServer extension for time support. WFS suffers from being a bit too general, so we could get SST from NDBC or NWLON and we’d capture all the fields, and the set of attributes wasn’t standardized in any way.

· Currently in the aggregator database, we have 20 tables, with one for each provider, each serving different things, mostly related to the heterogeneity in the systems being served by SEACOOS. SEACOOS never implemented time ranges, and time support in MapServer was a hack. SEACOOS could have supported a time-range query with two time ranges, but it would have been our own hack of the spec. WFS was/is vague on the issue of time. It’s not that it’s illegal with WFS, it’s just that it’s not specific. NWS evidently has a WFS that allows you to pass time and/or time range—[time=???/time2=???]

· SOS has time support built into the standard, and it has to be implemented and parsed in an explicit way. It’s actually more sophisticated than we’ve implemented in OOSTethys, e.g., you can specify a start time and a range.

· Charlton hacked the WFS response to include the SWE “data block” and this is the most valuable feature of SOS. In WFS, by contrast, need to specify units, latitude, long, etc. which provides a lot of extra XML for data sets. GetObservation service in SOS returns time, depth, value. The result is an OM result—data block—the header identifies the contents of the block, which permits parsing and semantic metadata descriptions.

· SOS is designed for sensors, and can be implemented with much more sophistication. The issue of QA/QC will be interesting too, and SOS will accommodate this. With WFS, there’s not framework for providing the information—that is, the framework must be provided by the data-provider. In WFS, you’d add parameters. In SOS, you’d use describeSensor to lay out the issues of QA/QC, and then getObservation would provide the values.

· WFS has: getCapabilities, getFeature and describeFeature, which depend on GML.

· WFST is transaction-based WFS, so you can insert as well as retrieve data.

· SOS has: getCapabilities, describeSensor, getObservation. SOS uses GML & sensorML, and SWE common..???

· WFS supports FE = Filter Encoding. With WFS, need to define a feature ID. You can employ Feature Encoding to support various kinds of filters, and this is how people proceed within the spec to support things like time queries. Things like time range are possible, but aren’t built into the spec, so it’s likely that two different data providers would implement the filter with two completely different encodings.
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